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Introduction

Grid computing is a novel approach that uses computers and networks in new ways. This
can present both technical and organisational challenges that need to be addressed if the
deployment of Grid systems is to be successful. This document, approved by both UCISA
(the Universities’ and Colleges’ Information Systems Association) and GSTF (the Grid
Security Task Force ), discusses the issues for both network and Grid systems managers
and describes a variety of tools and techniques that have proved successful in existing
deployments. An Appendix to the document describes the particular issues raised by a
number of different Grid software packages. Although printed editions of the document will
be produced as required, the most up to date information will be found in the web version.

Local and wide area networks are usually designed to support the conventional client-server
model of computing. In particular, the network will often include measures to control and
manage traffic to protect the security of both clients and servers, and to ensure that the
network paths critical to the organisation are protected. Grid systems also need security and
traffic management measures implemented within the network, but the necessary controls
may well differ from what already exists. Any changes to accommodate Grids must be
discussed and agreed, with the risks assessed to ensure that both conventional and Grid
applications can function, and that the security of both types of system continues to be
protected.

It has also been normal to assume that all users of systems on an organisation’s network
have some connection with the organisation, for example as staff, students or accredited
visitors. However Grid systems will often used by groups of researchers from many
different organisations and countries. Grid collaborations are usually associated with VOs
(Virtual organisations), which may range from a formally established international project
team to a group of researchers meeting at a conference. Granting use of resources to such
VOs may challenge existing assumptions about licensing, accountability and privacy and
may require both organisational agreements and technical measures to manage risk.

It is unlikely to ever be possible to produce a recipe that guarantees a successful Grid
deployment, but success is more likely where the following characteristics are present:

* involvement of both network and Grid service managers in planning and deploying Grid
systems

» grid systems clustered in areas of the physical and logical network where large traffic
flows can be supported and managed without disrupting other traffic

» an agreed process for firewall/router configuration including risk assessment

 use of internal network controls to separate Grids from other systems (especially where
dedicated external connections are used)

» an agreed process for maintenance of operating systems and applications software on
Grid computers

* good practice in storage and use of Grid identity credentials

» agreed understanding of the licensing and accountability issues of cross-organisational
virtual organisations
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1  Why is the Grid Different from Other
Applications?

Grid computing uses a distributed architecture to let teams of researchers in different
physical locations and time zones collaborate on large scale projects in many disciplines. It
is a novel application that involves new models of computing and new network protocols.
Grids require complex and dynamic patterns of trust to be established and implemented,
with computers relying on one another to make decisions on the identity and rights of
individual users. As noted in the Gridwelten report [Lindner, p49], the most popular Grid
software has often been designed for closed environments where there is a high level of trust
between systems and the network infrastructure is very open. Inside such an environment,
the major concern is ensuring that legitimate users only obtain the resources to which they
are entitled: those who are not entitled to use the system at all are assumed (often implicitly)
to be excluded entirely by some external perimeter surrounding the closed, trusted
environment. Security tends therefore to concentrate on allocating resources to authenticated
users within the trusted environment, not on dealing with attacks that may come from
outside.

However, universities and university networks have moved away from a simple security
model where everything inside a perimeter is trusted and everything outside is not. Pressure
for change has come from two directions:

» the increased need to collaborate with people and systems outside the perimeter
» the increased threat from rapidly spreading worms and viruses that may appear either
outside or inside the perimeter.

Production networks in education now tend to have security measures, such as routers

and firewalls, controlling the flow of traffic both between and within organisations. These
measures are designed to manage traditional computing models: where client and server
functions can be distinguished and are normally performed by different systems; where
network protocols are clearly defined and recognisable; and where trust relations are simple,
generally static, and reflect existing organisational hierarchies.

As a result, deploying a Grid system on a production network may present a number of
challenges. Within organisations, Grids may not find the open networks and trust models
that they are designed for. Between organisations, Grids are unlikely to be protected by a
complete security perimeter. Indeed, cross-institutional Grids themselves require a breach in
the perimeter, so need to be concerned about direct or indirect threats from outside the Grid
environment. Discussion is likely to be needed between Grid managers, designers and users,
and production network managers on how the openness of the Grid can be accommodated
without increasing the risks to both Grid and existing systems. This document aims to
facilitate those discussions, by describing the requirements of networks and Grids, using in
particular good practice that has been established by sites with successful Grid deployments.
It aims to show how Grids and security measures can be adapted to work together on the
same network while preserving both security and functionality.

The document considers general aspects of how Grids should affect network design, then
looks at tools that may contribute to a successful Grid deployment. A series of appendices
covers deployment aspects of particular Grid software packages and it is hoped to increase
the number of packages covered in future editions as information becomes available.
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2.1

2.2

General Issues

Aspects of Grid Protocols

The network protocols used by Grid systems are often complex. They may use ephemeral
source and destination ports selected randomly each time a process starts, mixtures of TCP
(Transmission Control Protocol) and UDP (User Datagram Protocol) and, in some cases,
connections opened from server to client rather than in the normal direction from client

to server. Routers and firewalls designed to handle conventional TCP connections from a
client to a static, well-known port on a server are unlikely to manage these new protocols
correctly. Firewall vendors have written software to interpret other complex protocols,
such as FTP (File Transfer Protocol) and streaming media, but Grid protocols are not yet
sufficiently mature or widespread to be supported in standard firewall devices.

Grid protocols may also be required to transmit very large quantities of data at very high
speeds, so routers and firewalls must not require excessive amounts of CPU power or other
resources to interpret them. There is always a risk for any protocol that an under-specified
router will become a performance bottleneck, but the design of networks for Grid systems
presents a particular challenge.

Aspects of Firewalls

Firewalls and router controls are deployed on production networks for three reasons:

» to reduce the exposure of vulnerable systems to attack

* to limit the impact and contain the spread of successful attacks

* to manage network traffic to ensure that important applications have the network
resources they need.

For example most universities will have controls:

* separating their administrative computers from the general network, to protect the data
on those systems and ensure that they are available for running the university

* between the general network and any connections (e.g. wireless networks) used by short
term visitors whose computers may be infected by Internet worms

* between their LAN (Local Area Network) and the wider internet to ensure that e-mail
traffic is routed via the campus mail hub where it can be checked for viruses.

All of these purposes — protection, containment and traffic management — are also very
relevant to Grid systems. As noted by Hillier [Hillier, p4], Grid software is mostly
experimental and under continuous development and it is therefore likely that it will
contain bugs that make it vulnerable to attack. Grid machines are high profile targets of
a kind particularly attractive to the intruder community — having large resources of CPU,
disk and bandwidth — so must expect to receive more than the average number of attacks.
Grid systems are also designed to facilitate movement from one system to another, so the
consequences of a successful attack are likely to be widespread and dramatic unless it is
contained. The large network flows involved in many Grid applications require uncongested
networks where they are not competing with other traffic that is not necessary. Grids on
shared networks have as much need for traffic control measures as any other system.

The trust model used by Grids, where an authenticated user can gain access to many

server systems, means that both workstation and server machines need to be protected. A
successful attack on a Grid workstation is likely to spread rapidly, using the Grid itself, to
all the Grid servers that the system and its users have access to. In fact most of the major
security incidents affecting Grid systems have started with the compromise of a client
workstation, using a vulnerability in a non-Grid service, which gave the intruders access to
Grid identity certificates. Once an intruder has a certificate, he can gain access for malicious
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purposes to any Grid resource the original owner can use, and can often use this to steal
the credentials of other users of the same clients, resources and networks. In most cases the
service that was originally attacked could have been protected if well understood network
controls had been in place. A review of this kind of incident is published in [Skow].

The security measures for a network must be considered as a whole so that measures

are consistent. In many cases the presence of network controls may reduce the urgency

of managing individual systems. If a particular protocol is blocked by a router then it

may be possible to treat patches for vulnerabilities as part of planned maintenance rather
than requiring emergency action; a firewall may create a perimeter within which more
experimental software can be used. Conversely, any reduction in the protection provided by
a firewall will require correspondingly greater efforts to keep the systems within it secure.
The deployment of Grid systems and software must therefore be considered alongside

the network control measures to be used, both to protect the Grid systems and data and to
ensure that changes to existing measures do not expose other systems to greater risk.

10
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3  Network Design for Grids

Networks are a key part of the Grid vision, so network design must be considered as

part of a Grid deployment. The physical networks to which Grid systems are connected,
the allocation of IP addresses and the use of appropriate network controls can all have
significant benefits for the performance and security of a Grid. Conversely, if these issues
are not included in the early planning they can cause endless problems.

3.1 Physical Design

As discussed above, Grid systems will often give rise to high bandwidth flows using
complex network protocols. For such systems performance, security and deployment
requirements all point to simple network designs being the most effective. Simple

network paths should reduce delays and bottlenecks, reduce the opportunities for security
vulnerabilities to occur, and reduce the number of network devices that have to be specified
or configured to handle Grid protocols.

High bandwidth flows are likely to see the greatest benefit from simplification, and any
deployment should try to predict where these are most likely to occur and design its network
to suit. On some Grids the largest flows may be the transfer of data across the WAN (Wide
Area Network) between replicated servers at different sites; on others they may be the
capture of raw information from an instrument connected to the same LAN. Grid services
may have their largest aggregate flows coming from multiple clients at other sites. In each
case the network segments that carry the largest flows should be reviewed and if any are
likely to act as a bottleneck, either because of their low capacity or high existing load,

then alternatives should be considered. This may involve rearranging existing network
connections or providing new links. At the same time the active network devices — switches,
routers, firewalls, etc. — in the path of large traffic flows should be identified to ensure that
their performance is sufficient to handle the traffic. If there are a large number of devices

on the path then it may be better to change the network topology to reduce the number of
devices that need to be traversed. However, a certain number of control devices should be
used to exclude unwanted traffic, both to remove competition for bandwidth and to reduce
the exposure of Grid computers to attack across the network.

Where the largest flows between clients and servers occur within the site, they will often

be naturally located close together and it will be straightforward to connect them to the
same or nearby network segments. Where a Grid service is offered to external and internal
clients, or is to communicate with other external servers, a common design with security
and performance benefits is to provide an additional interface to the site router (or switch),
with the Grid and site networks each connected to their own interface via their own firewall
(see Figure 1 overleaf). Providing separate firewalls simplifies the configuration of security,
performance and policy controls. If cost is an issue then the functions of router and firewalls
can be combined in a single device, but this will be significantly harder to manage and its
performance is likely to be weaker.
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Figure 1: Physical Design: Separate firewalls for Grid and site networks
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The process of simplification is likely to result in Grid servers and clients naturally being
clustered together on local networks, with high-performance paths across the site or national
networks between the clusters. Although clusters of high-traffic systems might appear to

run the risk of creating network hotspots, it will usually be easier to provide and manage
high performance, end-to-end networks to a few groups of systems, rather than checking the
performance of every network component on all the paths to systems scattered randomly
across the network. Clustering Grid systems also increases the opportunities for separating
Grid traffic from other uses of the network to reduce the risk of performance and security
problems arising from interference between the two types of traffic.

Where pairs or groups of Grid systems will be working intensively together, it may be
possible to take this separation to its extreme by providing dedicated network links between
the Grid systems rather than sharing the general-purpose network. This may apply within
an organisation as well as within or between countries. For example, a number of sites

in the high energy physics community have obtained dedicated network links to CERN.
However it is important to ensure that such links do not become an alternative route for
general-purpose traffic — the normal behaviour of Internet routing protocols in seeking out
uncongested routes will need to be disabled — and that they do not provide a way for hostile
traffic to circumvent security or policy controls installed on the general-purpose network.
Wherever a system is connected both to a dedicated link and a general purpose network
there is a risk that it will act as a bridge for the spread of security problems.

12
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3.2

As shown in Figure 2 below, Grid systems with dedicated wide area links may need to
implement controls between themselves and their local network to protect the local network
from external threats.

Figure 2: Physical Design. Splitting controls across two links
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These controls must have the same net effect as those implemented by the site firewall, but
splitting the controls across two points, one on the dedicated link and one on the internal
link between the Grid system and its local area network, should allow the Grid system to
achieve the appropriate balance between connectivity and protection.

Address Allocation

Simplification at the network level should be accompanied by simplification of IP addresses,
where it has further benefits.

If possible, clusters of Grid systems with similar functions should be given network
addresses from the same address range, and no other systems should be allocated addresses
within that range. For example, if the range 192.168.1.16 to 192.168.1.31 contains only Grid
servers, then this range can be referred to in the CIDR (Classless Internet Domain Routing)
form 192.168.1.16/28. Many routers and firewalls allow CIDR addresses to be used in
configuration files, and may even convert them to hardware routing tables, so controls
expressed using this format can have both management and performance benefits.

Grid services that configure their services within CIDR ranges make it much easier for user
and peer sites to configure their network and system controls. The use of CIDR ranges can
also make it easier to implement virtual organisations in network terms. Exchanging well-
defined address ranges is the key to the idea of the trusted ‘clique grid’ discussed in [Hillier].
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3.3

It may also be possible to use CIDR ranges to implement VLANSs (Virtual Local Area
Networks) in hardware. At least this will allow Grid traffic to be restricted to only those
network segments that it needs to flow along. With some network switches and routers it
may also be possible to reserve a fixed amount of bandwidth for the Grid traffic.

Control Points

As discussed above, Grid systems are likely to benefit from simple network paths, but this
does not mean that all routers and firewalls should be eliminated. Wherever networks are
shared with other non-Grid systems or users, or are connected to such shared networks, it is
strongly recommended that some network devices (such as routers or firewalls) be retained
to act as control points for traffic flows.

These are essential to protect Grid traffic flows from contention as well as to protect Grid
systems (both clients and servers) from hostile or accidental traffic. The complete removal
of network level controls should be considered only where a network and all its connected
systems are dedicated solely to Grid work. Even then, to do so means that a single failure
of security on any system is likely to compromise the integrity of the entire network. In
particular, Grid systems should never have direct, uncontrolled access from the public
Internet, as this will seriously harm their reliability.

Ideally, Grid systems should be protected by firewalls or routers that only allow legitimate
Grid traffic, but the performance requirements and complexity of protocols may mean that
this cannot be achieved. Even if full protocol level filtering cannot be achieved, simply
limiting the IP addresses, or ranges, between which traffic can flow will greatly reduce the
exposure to threats. High performance routers are likely to process lists of IP addresses

in hardware so there should be little or no performance reduction in blocking traffic from
unknown addresses. Grid servers will usually occupy well known IP addresses or ranges so
server to server traffic can usually be protected in this way.

Grid clients are likely to be more numerous and have less predictable IP addresses, but
their requirement and ability to handle high-volume flows is also likely to be less. This
means there are a number of possibilities to give them controlled access to Grid servers.
Users within a site may be required to authenticate themselves before being allocated an
IP address from a trusted range. At present this is likely to require a double log-on, one
to prove entitlement to an address and one to gain access to the Grid servers, but work is
in progress on the investigation of single sign-on systems that would use the same Grid
credentials to gain access both to the network and to servers. Alternatively, local and remote
users can be supported by using a VPN to bring traffic from a client to a central VPN
concentrator, from where it can be routed onto a trusted Grid network or address range.
Further details and references to systems of these types can be found in Section 4.2 on
Tunnelling.

Control points are needed to protect Grid systems from the rest of the network, but
protection in the reverse direction may also be required. Grid systems typically have access
to large computing resources, so any compromise here represents a considerable threat

to other systems on the network. Network level controls should therefore be available to
contain the spread or consequences of any security incidents within the Grid, and between
the Grid and the rest of the network. Since Grid systems often have remote users from other
organisations, it may also be necessary for licensing or privacy reasons to prevent those
users from accessing other data, software or systems on the local network. Since resources
often rely on IP address restrictions to distinguish local (licensed) and remote (unlicensed)
users, careful allocation of IP addresses will be needed to avoid Grid systems being a
gateway for unintended leaks of information.

14
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3.4 Other Network Issues

3.41 Performance

Even on a simplified network there are a large number of technical components that
contribute to the user’s perception of end to end network performance. These range from
congestion on backbone networks or routers to poor quality wiring or incorrect hardware or
software configuration at the desktop. Any of these may be critical to a high-performance
application while being imperceptible in normal operations. The PERT (Performance
Enhancement and Response Team) is a project to develop techniques for analysing

and resolving performance problems, and aims to produce both debugging strategies

and recommended configurations for systems involved in high performance network
applications [PERT). The majority of problems reported to the PERT in early 2004 were
traced to inappropriate settings of network cards or TCP buffer sizes.
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4 Deployment Tools

This section looks at tools and other issues that may arise as part of a Grid system
deployment. The information here is not specific to any particular Grid software: such
package specific issues are covered in the Appendix in Section 6.

4.1 Firewalls

Network controls can significantly reduce some of the most serious security vulnerabilities
affecting Grid systems. For example, the serious incidents that have occurred when
directories containing stored identity credentials were accidentally exported on a networked
file system. This section suggests a number of ways that firewalls and Grid systems can be
configured to work effectively together. The choice among these options will depend on the
security requirements of individual sites and Grids, and the preferences of network and Grid
operations managers.

To be effective, a firewall needs to be able to distinguish between ‘good’ traffic which
should be permitted to pass and ‘hostile’ traffic which should be blocked. Traditionally this
was done using port numbers. A typical firewall might allow connections on ports 80 and
443 to the web server, and port 25 to the mail server. For simple protocols using a single
TCP connection, this level of description by port and destination was adequate. However,
Grid protocols tend to involve multiple connections between groups of machines, making
them considerably more complex to describe.

For some complex protocols in common use, firewall and router vendors have developed
software to enable their systems to interpret the protocols and support the use of ephemeral
ports by those protocols. For example, it is common for firewalls to inspect the control
channel of conventional FTP connections and make temporary changes to their rules to
allow the related data connections to pass. This approach is attractive as it allows very
specific alterations to be made to the firewall at particular times, thus minimising the
additional exposure to threats from the network. Unfortunately, Grid communications are
often encrypted between their endpoints, which means that intermediate network devices
cannot see the information they would need to extract from the protocol exchanges to do
such dynamic reconfiguration. At present, no standard firewalls or routers are known to
provide dynamic support for Grid protocols.

Static firewall configurations can still be used with Grid systems, especially if they are
located at points on the network where flows are simpler (for example, at the perimeter of,
rather than within, a Condor® cluster). The configuration of such firewalls will be much
easier if [P addresses are allocated to place Grid and non-Grid systems in separate blocks.
Grid operators need to be prepared to co-operate with such addressing plans and also to
use the controls provided by their software to make their communications easier for routers
or firewalls to identify, for example using defined port ranges. Demanding that firewalls

be thrown wide open exposes the Grid system and its surroundings to considerable and
unnecessary risks.

When using a static firewall to manage a dynamic protocol exchange it is inevitable that

a greater range of ports will be left open to a greater range of clients and server than are
actually required at any particular time. This means that Grid systems will be more exposed
to attacks than others for which these ports are not opened. This need not be a serious
security problem, but it does mean that all systems to which ports are opened need to be
managed securely, as discussed in Section 4.3 System Management, and their users need

to be aware of the greater exposure. If ports or addresses are opened to allow Grid traffic,
care must be taken that this does not increase the threat to computers that never use Grid
applications. One possible way to reduce the exposure of internal systems is to pass all Grid
traffic through a dedicated proxy server at each site. As shown in Figure 3 overleaf, routing
traffic via proxies means that a much smaller opening is needed in the firewall and reduces
the number of systems that are exposed to direct attack. It appears that a Globus gatekeeper
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system could be used as a local proxy, but it is not known whether this configuration has
ever been used. The proxy machine is still exposed to attack so needs to be designed and
managed securely.

Figure 3: Firewalls: Routing traffic via proxies
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An alternative to a static firewall that leaves all necessary communications ports open all the
time is a dynamic firewall that only opens ports as they are required. This requires:

» the Grid systems, or their authenticated users, to inform the firewall before they attempt
to open and close a new connection

» the firewall to trust the Grid system that this is a properly authenticated request and not
an intruder attempting to disable the firewall’s protection.

This approach makes the system controlling the firewall a critical part of the site’s, and
the Grid’s, security protection and so it needs to be designed, implemented and managed
with great care. An intruder who can compromise any part of the control system can use

it to modify firewall settings in any way they choose, making the firewall at least useless
and potentially hostile. Particular care must therefore be given to the authentication of the
user and the security of the computer system performing the authentication, since these
are obvious points of attack. As with other Grid systems, the security of the user’s client
computer is also a potential weakness if an intruder can either steal a usable authentication
credential or take over a session that has already been authenticated.

It is a principle of good security design that critical systems should be simple, so a fully
integrated Grid and firewall system may be difficult to achieve. However, a number of
simpler approaches could be used. One that has been used successfully uses an SSL (Secure
Sockets Layer) connection to carry an initial, one time password authentication of the user.
As long as the SSL connection remains active, the firewall will allow Grid protocols to

and from the same client system [PPPL]. This apparently works well although there were
initial problems when the SSL connection was judged to be idle and closed automatically,
thereby shutting off the Grid connections as well. This system also requires the user to log
in twice: once to gain access through the firewall and once to the Grid system. In principle, a
single login process could be used to give access to both the network and the Grid systems,
provided it provides sufficiently good proof of the user’s identity, although it is not known if
this has been attempted in practice.

Dynamic firewalls may also be implemented on the Grid server or gateway itself. In this
case, the server will only accept calls on particular ports from a particular IP address once
a user has authenticated from that IP address and been authorised to use services on those
ports. This requires that at least the authentication port is left open, or can be opened by a
particular combination of packets. An example of this is the Dyna-Fire project [DynaFire].

18
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Since there are some ports that will never be used by Grid protocols, it is still recommended
that static controls on network devices are used in addition to protect those ports, both as

a backup precaution and in case any accident or malicious activity results in them being
opened and vulnerable on the Grid server itself.

Any security design involves a trade-off between different risks, for example, the risk
of permanently open ports against the risk of a more complex dynamic control system.
The decision on which risks are the most significant, and therefore the appropriate
way to manage a firewall, will depend on the nature of individual Grids, networks and
organisations.

4.2 Tunnelling

Where it is not possible to allow native Grid protocols to flow across networks, it may
instead be possible to communicate using tunnels constructed using a variety of standard
and proprietary protocols. Tunnels that involve an overhead in both bandwidth and
processing at the endpoints are unlikely to be suitable for extreme bandwidth applications
but they may be a possibility for lower bandwidth applications, such as between clients and
Servers.

Tunnels use packets belonging to one protocol, for example SSH (Secure Shell), to carry
complete packets making up a second protocol. Tunnels are established between two
endpoints. At the first endpoint, the packets to be tunnelled are encapsulated within the
tunnelling protocol. At the other endpoint the encapsulation is stripped off and the original
packet re-created. Since tunnels generally use a single TCP connection between predictable
endpoints, they require a smaller opening in a firewall so may be more acceptable to
network managers. Conversely, the tunnel provides an unobstructed route through the
firewall between the two endpoints, so any security problem at one endpoint is likely to
spread rapidly to the other. Some networks may therefore regard tunnels as a greater risk
than firewall holes. As with firewall configurations, tunnels require an appreciation and
balancing of risks.

The Globus Toolkit™, having the most complex protocols, is the most common application
for tunnels. A paper describing how connections between two GT2 (Globus Toolkit™ v2)
systems were established through an SSH tunnel has been published [ Graupner & Reimann]
and the principles explained there should be applicable to any TCP-based protocol. A
number of commercial VPN products exist and it seems likely that they could be used in a
similar way.

These types of tunnel have no authentication: all traffic that enters one endpoint will be
passed to the other. The Globus team are understood to be considering a tunnelling system
that would require Globus authentication before allowing a connection. This might be more
acceptable to some sites than an unrestricted tunnel, as it would provide nearly the same
function as a fully Globus-aware firewall but on a less complex system.

4.3 System Management

Although Grid systems are likely to run specialised software, they are normally based on
standard computer hardware and operating systems, and may well run standard applications
as well. To protect Grid security it is essential to ensure that this software is secure and not
concentrate effort only on the Grid specific parts. If a computer that forms part of the Grid
(whether as a server or a client workstation) is compromised through a security weakness,
the Grid itself is likely to be compromised soon afterwards.

Most security incidents on networked computers involve weaknesses in standard software or
operating system components, and there is no reason to expect that Grid computers will be
any different. Indeed the short history of Grid incidents already confirms this: attackers will
not bother to learn complex new software if they can gain complete control of the systems
by exploiting known weaknesses. Insecure file sharing systems, web servers or other
software can allow intruders to gain full control of computers, thus completely bypassing
the authentication procedures intended to protect Grid systems from unauthorised use.
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4.4

Grid systems that are exposed to the Internet must therefore be managed at least as well

as any other type of Internet server, and follow the same basic principles. Software must
not be installed if it is not required, and both applications and operating systems must be
kept up to date by installing security patches provided by their authors (for more detail, see
the CERT®-CC (Computer Emergency Response Team — Co-ordination Centre) guide to
securing networked servers [CERT®-CC SI]). Where Grid packages incorporate standard
software, every effort must be made to install and distribute patches for that software as
soon as possible. Once a patch is released by the author, intruders know of the problem and
will start to try to exploit it, so any delay in installing the patch represents a considerably
increased risk. If security patches are available but not yet installed, consideration should
be given to increasing other security measures such as firewall controls and monitoring to
protect the vulnerable system.

Most computers are managed remotely across the network, and care is required to ensure
that the channels used for system management do not themselves present a security risk.
Software used to provide remote access must be kept up to date, and access to it should be
restricted if possible using IP address or other access controls. Any remote access system
that carries passwords across a shared network, especially those of system administrators,
should use encryption to prevent the passwords being read as they pass across the network.
Systems based on SSH or other VPN protocols should provide encryption as well as
allowing the administrator to confirm that they are connected to the correct computer before
entering their password.

Measurement and Monitoring

One of the aims of Grids is to achieve the maximum effect from the available resources.
Measuring performance is therefore important to identify bottlenecks or faults that may
restrict what users can achieve, as well as to plan future use and supply of resources. Some
Grid systems can also distribute work dynamically to take account of changing load and so
require real-time information about the resources available. The requirement to collect and
distribute such information may need to be considered as part of any Grid deployment.

Grid applications may be affected by different aspects of performance, some of which may
not matter to other, general purpose uses of the same systems and networks. It is likely that
Grids will need their own specific performance measurements in addition to those provided
by normal systems and network management tools. Parameters of interest are likely to
include total capacity and current load as well as details of performance (e.g. packet loss
and jitter) at all levels of the system including hardware (e.g. disk and CPU), networks and
software applications. These values are likely to require both examining the performance
of real jobs on the Grid (referred to here as passive monitoring) and generating additional
jobs or traffic solely for the purpose of obtaining information (referred to here as active
measurement). Measurement allows specific types of packet or job to be used to gather
particular types of information, but it also itself consumes some of the resources of the Grid,
thus reducing the resources available for real jobs.

Passive monitoring can usually be done locally within the Grid systems themselves, so is
less likely to require specific provision when systems are deployed. Active measurement
will more often use dedicated systems and network flows so is more likely to affect the
deployment. For example packet loss between two Grid data centres is likely to be measured
by sending a known stream of packets between the sites, rather than waiting for Grid users
to generate traffic. The packets will usually be sent and received by dedicated measurement
systems rather than the Grid systems themselves, to reduce the impact of other jobs running
at the same time. Clearly, the measuring systems need to be able to send and receive external
traffic so routers and firewalls need to be configured to allow this. The ports and destinations
needed will depend on the measurement tools used. One set of network measurement tools is
described in [GRIDMON]. Allowing external traffic to reach the measurement systems may
expose them to possible threats from the external network, so these systems must be secured.
It may also be appropriate to restrict the access from the measurement systems to the rest of
the internal network to reduce the impact of any security problems that may occur.
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4.5

Most Grids will involve a number of different sites, so obtaining an overall view of the
performance of the Grid will require information to be collected from local measurement
and monitoring systems at each site. Various projects have proposed hierarchical schemes
for the publication and collation of this information: these are likely to require further data
flows between local measurement systems and a central collation point. Where monitoring
of live Grid jobs is used to provide information, it is recommended that this should not

be made directly available for external queries, since this would represent an additional,
unpredictable, load on Grid systems, but that the information should be collected on a
regular basis by a local monitoring system which can then publish it.

Intrusion Detection Systems

IDSs (Intrusion Detection Systems) are a useful technique for detecting possible security
incidents. An IDS is a software or hardware system that inspects some aspect of a computer
or network and attempts to identify abnormal activity that may indicate a security incident.
It should be noted that an IDS can only raise an alarm after the abnormal activity has begun,
and for many attacks this will happen after the initial attack has succeeded. Even in this
case, prompt action in response to an IDS alarm may still significantly reduce the attack’s
impact by preventing its spread either within the attacked system or to other systems. For
this reason IDSs are most useful when deployed in combination with firewalls and other
preventive measures, to indicate when those measures may be insufficient for a new type
of attack. Using IDSs in combination with Grids involves some new challenges that are the
subject of current research.

IDSs can work at many different levels to attempt to identify abnormal activity. Different
levels may be combined in a single product, or the outputs of different products may be
combined by central IDS management systems.

Host based IDS

A host based IDS inspects the files on the computer’s disk, looking for unauthorised changes
to their content, permissions, ownership etc. This is usually done by taking a snapshot of a
known good system and defining rules that indicate which aspects of each file are expected to
change and which are not. For example, the content of a log file should change over time, but
the permissions that prevent it being modified by an unauthorised user should not. The IDS
program will then periodically inspect the file system confirming that no changes prohibited
by the rules have occurred. Host based IDS packages such as Tripwire™ [ Tripwire] and
AIDE [4IDE] come with pre-defined rules for many standard operating systems. These rules
may need to be further tailored for Grid systems to give the best protection.

Networked based IDS

A network based IDS examines packets on a network rather than files on a disk, looking

for individual packets or combinations of packets that may indicate abnormal activity.

At the simplest level, a network based IDS may have rules that compare packets against
those generated by well known exploit tools, and generate alarms when these are detected.
More complex sets of rules can be defined to detect abnormal combinations of packets,

for example, login attempts that are not followed by further activity which may be a sign

of an attempted break in. A network-based IDS may be run on computers dedicated to the
task, though on a switched network some additional engineering may be needed to ensure
such a computer can see packets addressed to others, or on individual computers that it is
particularly important to protect. However, an IDS can require significant CPU and network
resources, so rulesets should be kept simple if the computer is not dedicated to running the
IDS. The Grid environment presents some challenges for network-based IDSs as many

Grid flows are encrypted, thus preventing the content of the packets from being inspected.
However, work has been done with the BRO [BRO] network-based IDS to enable it to
interpret Globus authentication traffic and further work is planned to allow it to inspect even
Globus encrypted traffic [Chan] and [NERSC]. The other common open-source network IDS
program, Snort® [Snort®] may also be made Globus-aware by the same team.
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Flow based IDS

A flow based IDS also examines traffic on networks, but looks at the volumes of traffic
exchanged between particular ports and systems. On traditional networks these can be
highly effective as patterns of flows are quite predictable. If a desktop workstation starts
to generate very large outbound traffic flows then there is a strong likelihood that it is
behaving abnormally. However, many Grid projects are based around very large network
flows, so the same pattern of activity from a Grid workstation could not so easily be classed
as anomalous. Once the traffic is examined more closely it is likely that genuine Grid
activity would consist of a small number of long lived, high traffic connections, whereas
an intrusion would more often result in a large number of short lived connections. It seems
likely that Grids and flow based Intrusion Detection Systems will be developed to work
together, but at present this is still a research topic.

Although IDSs can be very useful, there are still a number of problems with current
products. All types of IDS rely on having a way to distinguish normal from abnormal
activity. This may be done either by defining abnormal activity and assuming that
everything else is normal (the most common approach in network and flow based IDS), or
by defining normal activity and assuming that everything else is abnormal (most commonly
used by host based IDS). Network based IDSs using definitions of normal traffic are

often referred to as performing ‘anomaly detection’. This is more often seen in research
papers than in products, and is likely to be even harder to define and implement in a Grid
environment. Most network and flow based IDSs should more properly be called Attempt
Detection Systems, since they will rarely record whether an attack was successful or not,
only that the attempt was made. In particular, unless an intruder immediately makes use of
a compromised computer, an IDS alone will seldom be able to give any certainty that an
attack failed.

Finally, all current IDSs generate a number of false alarms, where some change to the
normal pattern of activity is reported as being abnormal (known as a false positive). Even
in a state-of-the-art system that collected information from many different sensors, five

per cent of alarms were found to be false positives [Hwang]. This is inevitable in systems
that work by heuristics that are designed with the priority on detecting attacks wherever
possible. However, the high rate does raise problems in determining the best way to respond
to an alarm from an IDS. Given the speed with which incidents can propagate around a
Grid, the ideal response would be to block any attack automatically. However, repeatedly
closing down a Grid node in response to false positives generated by an IDS may be
unacceptable to its users. The alternative is to have a human Incident Response Team ready
to receive the alarms and perform further analysis before taking appropriate action. This
should give fewer shutdowns for false positives, but at the cost of greater disruption and
remedial costs when a rapidly spreading attack does occur and is not blocked until manual
action is taken.
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4.6

4.6.1

Incident Response

No matter how carefully preventive measures are designed, implemented and used,

Grids are sufficiently complex systems that security vulnerabilities will arise, and will be
misused. Preparing to detect and respond to security incidents is therefore an essential part
of deploying Grid systems. Many aspects of Grid incident response are the same as for
more conventional networked systems, dealt with by CSIRTs (Computer Security Incident
Response Teams). Grid incident response has some of the characteristics of local site
incident response, as administrators are likely to have direct control of their computers,
but there is also likely to be a need to co-ordinate incident response across a number of
different networks and organisations (see, for example [OSG Incident]). Where Grid projects
are producing software with widespread distribution, there is a similarity to the work

done by vendor CSIRTs in identifying, correcting and distributing solutions to software
vulnerabilities. These different types of CSIRT work are described in [CERT-CC SoP].

Grid incident response must also work with existing CSIRTs, for example, those responsible
for the local and national networks that Grids use, to ensure that incidents are identified and
handled appropriately. For example a network CSIRT may regard a novel high-bandwidth
network flow as indicating an incident, whereas a Grid project may consider it normal
behaviour. Conversely Grids may be much more concerned about ‘minor’ incidents that
have the potential for identity compromise. Unless these differences of viewpoint and
response are resolved before incidents occur, incident response teams may find their actions
actually harming legitimate users.

The issues of co-ordinating the response to incidents for standard networked computers are
already well-documented (for example, in [NIST| and [CERT-CC HB]) and, from a Grid
perspective, in [Demchenko]. This section therefore concentrates on the differences that
arise from the particular characteristics of Grids.

Grid Incidents

The purpose of Grids is to allow resource intensive collaborations across computers that
may be on different networks in different parts of the world. However, the same facilities
that allow the easy transfer of data and jobs can also be used to propagate the effects of a
security breach just as quickly and easily. Security incidents are therefore likely to spread
very widely and very fast within groups of computers and networks that are designed to
collaborate. Grid systems inherently trust each other and a malicious attacker can easily
take advantage of that trust. Past experience with Internet worms demonstrates how hard it
is to eliminate a security problem once it becomes widespread. Unless the problem can be
eliminated from all systems at once, there is a strong likelihood that recovered systems will
be re-infected by those that have not yet been dealt with. Incident response on the Grid must
therefore be able to detect incidents early, and react rapidly to contain their spread.

Unfortunately, the most effective way to contain the spread of an incident — disabling all
trust relations and isolating compromised systems and accounts — is also the most disruptive
for legitimate users. In some cases it will indeed be necessary to ‘turn off” a Grid until

all its components can once again be trusted, but if an incident can be detected and its
potential impact assessed quickly then it may be possible to avoid this extreme measure

by establishing an effective security perimeter between trusted and compromised systems.
Containment measures are likely to involve some disruption: the best that can be hoped for
is to make this less than the potential damage caused by an uncontained security breach.
Incident plans and playbooks that outline the steps to be taken when an incident occurs are a
good way to achieve this and are being developed by a number of Grid projects.
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4.6.2

Identity Incidents

One of the unique features of the Grid is the ability to access a widespread collection of
resources using a single set of credentials. However, this same feature means that the
compromise of an identity may be a much more serious issue for a Grid than it is for
conventional systems where multiple credentials are still common. An intruder who obtains
a copy of a Grid identity certificate may be able to access hundreds of systems worldwide,
apparently quite legitimately. Even the loss of a proxy certificate may be serious, though
these are normally time limited to make them harder to exploit. The compromise of an
identity certificate may therefore constitute a serious Grid incident as described, for
example, in [Skow] and reported in [Posf].

Unfortunately, it will often be hard to be certain that a credential has been compromised.
Many incidents will give the intruder the potential to compromise a credential, which
need involve no more than accessing a file, but there will rarely be clear evidence that

the file either has, or has not, been read. In this, identity compromises differ from system
compromises, where there will normally be some definite change to a disk file or memory
location that shows clearly that the system has been compromised.

Given this uncertainty, a balance must be struck between the risk of continuing to allow use
of a credential that may have been compromised and the disruption to users if credentials
have to be replaced. If there is a possibility that a credential capable of causing serious
harm has been compromised and could be used by an intruder, then that credential should
be revoked and replaced. Assessing the risk of harm may be difficult, as the Grid’s trust
relations may allow harm to be caused at a location far away from the original incident,

to an organisation that may have only a slight connection with the individual and systems
on which the problem was detected. Developing guidelines to ensure the prompt and
appropriate response to identity incidents is an urgent and challenging task for Grid incident
response.
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6 Appendix: Specific Package Issues and
Solutions

The following sections cover two Grid software packages. Each package has:

» an overview of its purpose and the different roles of the systems involved in it

» references to detailed protocol specifications where these are available, followed by a
discussion of the issues involved in deploying the software on a network

+ afinal section examining other issues and good practices that may be relevant to the
particular package.

Many Grid software packages have configuration options that make them easier to deploy
on a network, though these are seldom enabled by default. For example, protocols that use
ephemeral ports can often be configured to select from a particular range of port numbers to
reduce the impact of allowing them through firewalls. In combination with an appropriate
choice of logical or physical network topology, these can make deployment significantly
easier. Discussions between network and Grid system managers should begin as early as
possible in the process of designing a Grid deployment.

The packages described in this edition of the document are those for which information and
experience were easily available at the time of writing. As new packages and versions are
developed and experience gained, it is hoped to add sections for them to future editions.

6.1 Globus Toolkit™

6.1.1 Purpose

The Globus Toolkit™, developed by the Globus Alliance [Globus], provides a set of
tools for building computational Grids. It supports a variety of different applications and
architectures, so this section will describe individual tools and typical uses rather than a
complete system. Each Globus deployment may use different combinations of tools and
features so each will require its security measures to be tuned appropriately to suit the
particular arrangement of components.

Globus provides three distinct groups of functions:

» resource discovery
* job submission and management
 file transfer.

A common set of authentication and encryption tools for all of these is provided by the GSI
(Grid Security Infrastructure).

At present (early 2005) there are three different versions of the Globus Toolkit™ either
deployed or in development. This section describes versions 2 and 3 (GT2 and GT3), which
have similar requirements of the network though there are some differences in detail and
port numbers, which are described in Section 6.1.5 Configuring Networks for Globus below.
Version 3 also includes some web services components which, along with the web services
based Version 4 of the Toolkit (GT4 — released in April 2005), will be described in a future
edition of this document.

6.1.2 Systems Involved

The Globus Toolkit™ permits computers to play two different roles: as a client, submitting
requests, or as a resource, receiving and processing requests. In the simplest model the
roles are performed by different computers: the client is the workstation at which the user
sits and the resource is the computer on which the request is processed. In other cases,

for example when transferring data files or managing parallel processing jobs, the same
computer may act as both client and resource. A resource may also be a CPU or storage
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pool running on a number of computers managed by some other software — Condor®

(see section 6.2 Condor®), PBS (Portable Batch System) [OpenPBS] and GridEngine
[GridEngine] are often used. In this case a controlling computer accepts requests through
Globus and communicates them around the pool using the appropriate local software and
network protocols. Scientific instruments, databases and network links may also be treated
as resources. Requests may also be delegated using Globus, in which case the resource that
initially accepted the request will act as a client to pass on the handling of all or part of the
request to one or more other resources.

A person wishing to use Globus will normally do so in two separate stages: first
investigating what resources are available, then submitting jobs to appropriate resources.
These two steps involve different network flows, so they are described and illustrated
separately.

Resource discovery and monitoring services are provided by the MDS (Monitoring and
Discovery System). This allows a client to find out what resources are accessible using
Globus and, if the resources advertise this information, what CPU and data resources they
provide. It also allows resources to provide real time updates and clients to query resources
to determine characteristics that may be useful in deciding where and when to run a job.
These may include the current status of a resource, the current CPU load, memory and
disk space available. The most widely used version of MDS is MDS2, though this is now
deprecated for security and support reasons, and alternatives provided in GT3 and GT4
should be used instead. In MDS2, each resource runs the GRIS (Grid Resource Information
Service) software, which clients connect to in order to request information. Intermediary
systems, known as MDS aggregate servers and running the GIIS (Grid Information Index
Server), may also be used to collect information from a number of resources and provide
some management of the load of requests made to the individual computers running GRIS.
If aggregate servers are used then each resource must be configured to register itself with
the aggregate server when it starts. Clients can, in principle, send requests either to the
aggregate server or direct to the GRIS software running on the resource.

Figure 4: Globus: Using GRIS and GIIS to discover and monitor resources
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Job submission and management are provided by the GRAM (originally Globus

Resource Allocation Manager, but more recently defined as Grid Resource Allocation

and Management). This essentially allows a client to request the remote execution of one
or more commands by a command-line environment or web service, and to monitor the
subsequent progress of the job. Commands may either be executed directly on the resource
machine, or submitted to an existing scheduler running on the resource. In the original (non
web services) versions of Globus, a resource providing a GRAM service is known as a

28

GD/JANET/TECH/010



Deploying Grids

6.1.3

gatekeeper. To submit a job, a client contacts the gatekeeper for the appropriate resource.
The gatekeeper then handles all interactions with the client, as well as with any processing
or storage pools that are required to execute the job. A resource may, in turn, act as a Globus
client if part or all of the job is to be run on another Globus resource.

Figure 5: Globus: Using GRAM for job submission and management
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In some cases, it may be necessary to transfer files between computers involved in a

Globus job: for example, a job may require files to be fetched from one Globus resource

for processing on another. File transfer between Globus resources is commonly performed
using GridFTP, an incompatible variant of normal FTP that uses multiple data channels

and TCP tuning to obtain the best transfer rate. GridFTP also provides authentication and,
optionally, encryption. GridFTP transfers may take place between any pair of Globus
resources (provided at least one of them is running a GridFTP server) and may be controlled
either by a process running on one of the resources involved, or by a third resource that is
managing the job but not executing this part of it. In the latter case, both resources between
which the file is transferred must be running a GridFTP server.

Overview of Network Flows

As described above, the different subsystems of Globus involve different network flows.
For clarity these are described separately in this section, but it is likely that in any particular
Globus deployment most, if not all, of the computers will be running more than one
subsystem and so will participate in more than one type of flow.

Network connections between Globus systems make use of the GSI (Grid Security
Infrastructure). The use of GSI does not alter the flows or ports used, but does mean that
network traffic is authenticated and may be encrypted at the transport layer.

Resource Discovery and Monitoring

Versions 2 and 3 of the Globus MDS use different terminology and well known port
numbers, but otherwise the same network flows are involved.

Each resource runs an information service, known in MDS2 as GRIS, which listens on a
well known port for queries from clients. Clients then connect to the information service
ports on resources they wish to query.
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A resource may also be configured to register itself with one or more aggregate servers. In
MDS, these run the GIIS. If this is configured, the resource will make a connection when

it starts up to the well known port on the aggregate server. Regular updates about the status
of the resource will be sent across this connection. The aggregate server may also establish
its own connection to the information service on the resource if it needs to make additional
queries. Clients connect to the same well known port on the aggregate server if they wish to
make aggregate queries, or may still make direct queries to the information service on the
individual resource.

Note that resources may also act as clients and send queries to information services on other
resources.

Job Submission and Management (GRAM)

Job submission in Globus involves direct connections between a client and the resource to
which the job is first submitted. During the course of execution a job may require a number
of different connections between these two systems. There are some differences of detail
between version 2 (GT2) and 3 (GT3) of the software.

When a client wishes to submit a job to a Globus resource it first connects to the gatekeeper
process (under GT2), or the GRAM service (under GT3), on that resource, running at

a well known port. In GT2 a Job Manager process is created for each new request, the
client is informed of the ephemeral port on which its Job Manager is listening and makes

a further connection to that port to submit and manage the job. In GT3 job submission and
management is done through the initial connection to the well known port.

In some cases, files needed for the job will be on the client machine. These may be data
files, executables, or batch files containing a sequence of commands to be executed. To
transfer the files between the client and the resource, a process called staging is used. The
client starts its own fileserver program, GASS (Global Access to Secondary Storage),

and informs the server which ephemeral port it is listening on. The resource then makes a
connection to that port to transfer the files. Staging may also be used to return output files to
the client or to transfer the results of some management commands.

Clients may also request that they be notified of various events during the progress of their
job. If notifications are required then the client will listen for them on an ephemeral port and
the resource will make connections to this port when required to deliver a notification.

Note that resources may also act as clients when themselves submitting jobs or requesting
file transfers.

File Transfer (GridFTP)

When transferring large files between Globus resources it is common to use the GridFTP
protocol. File transfers may occur between any pair of resources and may be requested

by a job running on either resource, or by a job running elsewhere. Like traditional FTP,
GridFTP commands are sent over a control connection established by the computer
requesting the transfer to a well known port on the computer at the other end of the transfer.
The data contained in the files is transferred over one or more data connections between
ephemeral ports. If only one data connection is used then it will be established from the
requesting computer, but if multiple data connections are used then these will be opened
whichever direction the files are flowing. ‘PUT’ and ‘GET’ commands will therefore result
in connections being created in opposite directions.

Within Resource Pools

Where a Globus resource consists of more than one computer, communications within the
resource may use any appropriate software and network protocols. The configuration of
networks and flows within a pool cannot therefore be described in general. For Condor®
pools, more information is contained in a later section of this document; information about
the PBS can be found at [OpenPBS] and Grid Engine at [GridEngine].
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6.1.4 Protocol Specifications and Configuration

The excellent document ‘Globus Toolkit™ Firewall Requirements’, by Von Welch [Welch],
describes the various protocols used by Globus and their options for working with firewalls.
This document also contains a useful table of port numbers for GT2 and GT3. Welch and
Mulmo have also written an overview of the issues: ‘Using the Globus Toolkit™ with
Firewalls’ [Mulmo & Welch].

6.1.5 Configuring Networks for Globus

Globus uses a client-server model and TCP connections, but the complexity of some of the
protocols can cause problems on networks where ephemeral ports or inbound connections

to clients are restricted to protect them from attack across the network. Clients and servers
will often be at different locations, connected by a WAN, so this type of restriction may well
be encountered. Globus can be configured, as will be discussed, to significantly reduce the
exposure to external threats. It is also possible to carry the Globus protocols in secure point-
to-point tunnels. Even if clients are restricted to outbound TCP connections only, it is still
possible to use Globus to discover resources and submit jobs to them, though only a reduced
set of functions will be available.

Globus Resources (Servers)

The networking requirements of a Globus resource are of a similar order of complexity to a
traditional FTP server, though Globus aware firewalls are not yet available as off-the-shelf
products. The MDS information services are straightforward as they use a single well
known TCP port (2135 for GT2, 8080 for GT3) to contact the GRIS service or Index service
on each resource. If aggregate servers are used then resources also need to be able to make
outbound TCP connections to the same well known port on the aggregate servers they are
configured to register with.

The GRAM job submission service in GT3 uses the same well known TCP port (8080) for
inbound connections. In GT2, GRAM has its own well known TCP port (2119) and the Job
Manager needs inbound connections to a range of ephemeral TCP ports, though the port
range can, and should, be restricted by configuring the resource as described later. In both
versions of the software, the resource may need to make outbound connections to ephemeral
TCP ports on the client.

Most resources will also need to support GridFTP, which requires the well-known TCP
control port (2811) plus a restricted range of ephemeral TCP ports. The same connections
may also be made outbound from the server. For dedicated Grids it may therefore be
possible to identify a relatively small number of external IP addresses from which such
connections will be required and prevent connections from elsewhere, however, in other
cases this will be impractical.

Those resources that delegate part or all of their jobs also need to be able to act as clients to
other resources for which they will need to make and accept connections as described in the
next section.

The security of Globus resources should be managed in the same way as any other computer
that provides services to the Internet. No unnecessary services or software should be
installed on them and perimeter routers should be configured to block connections to ports
other than those required to provide the intended services. The software and operating
system should be kept up to date, especially with security patches. In particular, any Grids
still using versions of MDS2 distributed by the Globus Alliance should be planning to
replace this deprecated software. Network and server logging should be configured and
checked for any signs of misuse.
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Globus Clients

Running the Globus client software may alter the network requirements of a workstation
because of the requirement to allow inbound connections from resources to clients. Some
networks will have chosen to protect their workstations by a security model that only allows
outbound connections from these computers. Such networks are likely to have problems
deploying the standard Globus Toolkits™ and are likely to need modified versions of
Globus and/or their existing security precautions. A number of technical solutions for this
problem are outlined in the following sections, including limiting the Globus port range
(recommended in any case), restricting the Globus resources used, tunnelling and using a
subset of Globus. The best solution for any given situation will depend on factors such as
the intended use of the network and Grid systems, the security management available for
individual systems, and a local assessment of risk.

Providing the MDS information services should not be a problem for network configuration
as this requires only an outbound TCP connection from the client to a well-known port on
the resource or aggregate server (2135 for GT2, 8080 for GT3).

The initial submission of a job to the GRAM service on a resource is also done by an
outbound TCP connection to a well known port (2119 for GT2, 8080 for GT3). Under GT2,
an additional outbound TCP connection is required to the Job Manager. The exact port
number for this will vary, but will be in a limited range if the resource has been configured
to restrict its port usage. However, if the client wishes to use staging of files, or to be
notified of events in the processing of the job, this requires TCP connections to be made
from the resource back to the client. The range of ports used by clients can, and should, be
limited by configuring the client as described later, and may be as small as ten ports per
simultaneous user [Mulmo & Welch]. If this is not sufficient to satisfy local policy then a
different technical approach will be needed, as described in the following sections.

If inbound connections to clients are allowed then these will expose the clients to threats
from the Internet. The security of the client computers must be actively managed through
initial configuration and subsequent patching of the operating system and other software.

Configuring the Ephemeral Port Range

The exposure to threat of computers running Globus can be significantly reduced by
limiting the range of ephemeral port numbers that will be used for inbound connections
and configuring routers to block attempted connections to ports outside this range. This is
of benefit to both resources and clients. The port range used by each system is set using
the environment variable GLOBUS TCP_PORT RANGE: a number of ways to do this
are described in [Welch]. Setting this range on clients or servers means that the local router
can be configured to allow inbound connections only within this range (plus the static well
known ports associated with any services that are being provided). If a client site restricts
outbound TCP connections then its router and firewall will also need to be configured with
the port range of any resources that are being accessed by clients.

Restricting Globus Resources

A further possibility for reducing exposure to threats in some Globus deployments is to list
the resources that a particular site’s clients or resources will need to communicate with. If
this is a relatively small and static list then a firewall or router can be configured to only
allow Globus protocols (and callbacks in particular) to and from the IP addresses on the list.
This is the ‘clique grid’ described in [Hillier], in the main section of the document.

These configurations can be made easier by careful allocation of IP addresses, for example
ensuring that Globus clients or resources are grouped in IP address ranges that can be
addressed in CIDR notation. If systems with the same function are grouped together,
router access control lists can use the CIDR notation (which may well be implemented in
hardware and so be interpreted at line speed) rather than listing individual addresses.
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Tunnelling

Since the Globus Toolkit™ only uses TCP connections, it is possible to set up encrypted
tunnels to carry these connections. Such tunnels use a single well known port (for example
22 for SSH) to carry a number of separate connections between two endpoints. This requires
a much smaller opening in a firewall or router configuration, and the connection can be
established permanently in the preferred direction.

The use of ephemeral ports makes the configuration of tunnels quite complicated. It is likely
that all the possible ephemeral ports will need to be set up in advance, so the port range
should be reduced as much as possible as described above. Placing all the connections in a
single tunnel may also remove the performance benefits of GridFTP over conventional FTP,
so tunnels are most likely to be suitable for lower speed client to resource communications.
Finally tunnels also need to be set up between individual IP addresses, so sites with a large
number of clients or resources are likely to find other methods more suitable.

A paper by Graupner and Reimann [Graupner & Reimann] explains how to set up SSH
tunnels to carry GT2 protocols, and the same principles could also be used for GT3. It is
also likely that other point-to-point VPN systems could be used in the same way.

Globus without Callbacks

On some networks, the requirement to make connections from resources to user clients will
not be acceptable. In these circumstances it is still possible for clients to discover Globus
resources (MDS does not require callbacks) and submit jobs to them but the functions
available will be limited. In particular it will not be possible to use staging of input or output
files to transfer them between the client and the resource and it will not be possible to notify
the client of events in the course of job execution. Clients will therefore need to use other
methods (for example conventional passive-mode FTP) to transfer and access files, and will
need to check the status of their jobs manually.

Other Issues

Network Address Translation and Dynamic Address Allocation

The use of callbacks by Globus needs special treatment if client machines have IP addresses
that are either not public or are not static. The former case is common when private IP
addresses (as defined in RFC1918) are used within a site with external traffic passing through
a device that performs NAT (Network Address Translation) at the perimeter of the site.
Provided the client machine has an address that is allocated permanently to it, a combination
of Globus environment variables and settings on the NAT device can allow the protocols to
work as described in [Mulmo & Welch]. The client machine must first be assigned its own
Globus port range and told to report its Globus hostname as the externally visible name of the
NAT device. The NAT device must then be configured to forward all inbound connections to
that port range to the private IP address of the client. If more than one machine on the internal
network may act as a Globus client they must all have different Globus port ranges assigned.

If, however, the IP address of a client changes during the lifetime of a job then callbacks will
not work. This may occur for both private and public IP addresses if, for example, the client
obtains its IP address using DHCP (Dynamic Host Configuration Protocol) and the lease is
shorter than the duration of the job. If this situation is unavoidable, then only the facilities
described in the previous section ‘Globus without Callbacks’ will be available.

Certificates

Globus relies on digital certificates to prove that users are authorised to access systems

and resources. Identity certificates are used to prove a user’s identity. Short lived proxy
certificates may then be generated from the identity certificate to enable a Globus resource to
act on behalf of the user. Ensuring that these certificates remain private and cannot be used
by intruders to masquerade as legitimate users is therefore critical to the security of a Globus
system. The greatest technical weakness of this model is that certificates must, at various
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times, be stored in files on computer disks. Personal identity certificates are often stored on
the user’s workstation. A passphrase is generally used to encrypt the certificate file before it
is written to disk, though it is hard to enforce the use of passphrases, or to ensure that those
chosen cannot easily be guessed. Proxy certificates are generally stored unencrypted on disk
on Globus resources. The privacy of disk storage is therefore a significant factor in keeping a
Globus-based grid environment secure. Unfortunately, there have been a number of incidents
where this protection has been undermined. Permissions on the certificate files have been

left too open, poor passphrases have been used or the disk partition may have been part of a
network accessible filesystem that could be read from anywhere on the Internet. Firewalls can
protect against at least the last of these mistakes by blocking the protocols (for example, AFS
(Andrew File System) or NFS (Network File System)) used to access networked filesystems,
thus at least containing the scope of accidental exporting of certificate files.

An alternative approach is taken by the MyProxy system, which keeps the personal identity
certificates on a central certificate store and requires users to authenticate themselves using

a strong password, Kerberos or one time password system across an encrypted link to gain
access to their identity certificate. This allows enforcement of the quality of the credentials
used to protect the identity certificate and may also allow more pro-active management of the
certificate store computer than is possible for an end-user workstation. Since MyProxy allows
proxy certificates to be generated within the certificate store, the identity certificate never
needs to leave that computer. Proxy certificates obtained from a MyProxy server will be stored
unencrypted on filesystems during the processing of a job, so there is still a need to ensure the
privacy of some filesystems. MyProxy can also allow users to access their Globus credentials
from anywhere on the Internet, rather than being tied to the particular workstation that holds
their identity certificate. If MyProxy is used, both client and server machines need to be able to
make TCP connections to port 7512 on the MyProxy server. The original MyProxy concept is
described in [Novotny] and the current release of the software is at [MyProxy].
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6.2.1

Condor®

Purpose

Condor® [Condor] is a workload management system, developed and used over the past 15
years by the University of Wisconsin-Madison, designed to handle CPU intensive sequential
or parallel jobs. It provides familiar batch job facilities:

* users submit jobs to a queue

+ these jobs are scheduled taking account of local and sitewide policies and priorities
* jobs, and the resources they run on, are monitored and managed

* reports on job progress and completion can be provided to the user.

Condor® can be used to manage dedicated clusters of CPUs (e.g. Beowulf systems), but
can also make use of spare CPU cycles on computers that are used intermittently, such as
desktop PC workstations. Under Condor®, both jobs and computer resources can express
requirements and preferences, giving the job submitter some control over the risks he runs
and the resource provider some control over the tasks he accepts, though both are reliant on
the statements of requirement being truthful.

Although Condor® pre-dates the idea of Grid computing, it is often used to manage CPU
resources within Grid projects. The Condor® software has also been developed to fit
smoothly into a Grid environment. The Condor-G package allows Condor® to be used to
manage resources controlled by Globus, while an interface is available for Globus to provide
authentication, authorisation and job submission to Condor® resource pools. ‘Flocking” and
the configuration of individual Condor® pools may allow individual Condor® installations to
be joined into resources crossing multiple organisations.

6.2.2 Systems Involved

The Condor® software contains three main functional components: job management and
resource management and pool management. For a computer to be able to process jobs
under Condor® it must be running the resource management component. Such computers are
referred to in the Condor® documentation as execute machines. For a computer to be able to
submit and manage jobs to a Condor® pool it must run the job management component: such
computers are referred to as submit machines. Each pool also requires one computer to act
as central manager, collecting information about the computers in the pool and allocating
jobs from submit machines to execute machines. Additional computers may be configured to
take over if the central manager fails. If required, more than one component may be run on
the same computer. Condor® pools can therefore have different structures:

» ahierarchical pool might consist of one submit machine to receive, monitor and manage
jobs and a number of execute machines to process them

» or all the computers in the pool may run both submit and execute components, allowing
jobs to be submitted and run from, and on, any of the computers in the pool.

Finally, each pool may optionally have one or more checkpoint servers to provide disk
space for storing the intermediate results of jobs.

To create and initiate a Condor® job, a user may sit at a submit machine, or may log on to a
central submit machine across the network from a computer that is not running any part of
the Condor® software. For the purpose of the following discussion such computers that do
not run Condor® are referred to as clients.

Figure 6 (overleaf) shows how these components form a simple Condor® pool with a single
submit host. The network flows that occur within the pool are discussed in more detail in
the following section (the optional checkpoint server and its flows are shown in lighter grey
shading in the figure).
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Figure 6: Condore: Job and resource management
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Flows Within the Condor® Pool

The activity within the Condor® pool is controlled by the central manager, which runs

two daemons: the condor_collector, which runs on a well-known port number, and the
condor_negotiator, whose port number can be configured. To join the pool, each computer
starts the appropriate daemons for its role(s) as submit, execute or checkpoint host and

then registers itself with the central manager, informing it what services are offered and
what ports should be used to contact them. After registering, each host sends regular status
updates to the central manager, by default every five minutes. In a quiescent pool, therefore,
network traffic consists of a series of messages from each host in the pool to the central
manager.

When a submit host has a job to run, it informs the central manager of this. The central
manager selects a suitable execute host, or hosts, and informs the submit and execute hosts
of their temporary relationship. The execute and submit hosts then communicate directly
to transfer the executable code and data, to run the job and return the results. Subsequent
traffic patterns depend on the Condor® ‘universe’ that has been chosen for the pool. In the
‘Standard Universe’, all file handling is done by the submit host so there is likely to be a
continuous flow of requests and data between the two machines throughout the course of a
job’s execution. In the “Vanilla Universe’, file handling is done locally by the execute hosts
so there will be bursts of traffic between the submit and execute hosts at the start and end
of the job. If a checkpoint host is available in the pool, the execute host may communicate
with it to send periodic dumps of the status of the job, otherwise any such dumps will be
sent to the submit host. There will also be periodic status updates between the submit and
execute hosts and between these hosts and the central manager.

A Condor® pool that is processing jobs will therefore generate direct network traffic flows
between submit, execute and checkpoint hosts. Potentially, any pair of hosts of different
types may need to communicate depending on how jobs are allocated around the pool.
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Flows into and out of the Condor® Pool
File Servers

Many Condor® pools will operate as described above, with all file access being performed
either locally or using the Condor® protocols for remote file access. However, it is also
possible to set up a pool based on a shared networked file system, using the NFS or AFS
protocols. If this type of pool is used, each host in the pool will need to be able to send and
receive network traffic to the computer(s) that hold the shared file systems.

Authentication

Condor® systems can use authentication at two levels. Users should have to prove

their identity to demonstrate that they are authorised to submit jobs to the pool. This
authentication step can also be used to gain access to the program and data files needed for
the job, and to allocate quotas and other limits on the use of resources to ensure that the
pool is used fairly. User authentication may be performed by a central submit host when the
user logs in to it, or by Condor when a job is accepted by the execute host, so these hosts
will need some way to verify that the user is who they claim to be. In many cases this will
require access to a networked authentication server, so at least the submit hosts will need to
send and receive network traffic to that server. Within the pool, execute hosts may run jobs
either as the logged in user, under a dedicated Condor® user account or as user ‘nobody’,
depending on how they are configured. Execute hosts may therefore also need to be able to
communicate with a networked authentication server. Various options for user authentication
are supported, including Globus GSI, Kerberos and Windows®, but not all of these are

yet supported on all platforms. In particular, there is no common authentication method
supported that covers both Windows and UNIX®/Linux® platforms.

Within the pool, it is also recommended that submit, execute and central manager computers
authenticate each other to prevent rogue computers attempting to join the pool. At the simplest
level this can be done using IP addresses. Condor® can, for example, be configured to prevent
hosts with IP addresses from another site from joining a pool other than through the ‘flocking’
mechanism (see below), or to permit only nominated remote hosts to query the status of jobs.
However, it is also possible to configure hosts to require authentication for particular types

of request. For example, it might be acceptable to query the status of the pool without user
authentication, but to submit a job to a particular execute host might require proof of the
submitting user’s identity. Depending on the mechanism chosen, the hosts in the pool may
need to contact a networked authentication server to verify the identity of their peers, or users,
and will therefore need to be able to send and receive network traffic to that server.

Job Submission from Outside the Pool

Where jobs are initiated from outside the Condor® pool, the user’s client computer needs to
be able to communicate with the Condor® submit host. Condor® jobs are submitted from a
command line, so simple terminal access to the submit host is sufficient for this. Since the
user will normally need to provide login credentials to the submit host this command line
access should be provided across an encrypted link: in most cases the SSH protocol is used
for this.

The user also needs to be able to put data and program files on the submit host or the shared
filesystem, and to create and edit submit description files for their jobs on that host. While it
would be possible for program and data files to be transferred manually to the submit host,
and for job submission files to be edited there using the terminal interface, users are likely to
prefer more user friendly options using either file transfer or networked file system protocols.
Either of these methods is likely to require additional network protocols to be available to the
submit host.

GD/JANET/TECH/010 37



Deploying Grids

6.2.4

6.2.5

Flocking

Flocking allows jobs submitted in one Condor® pool to be run in another if there are
insufficient resources available in the pool from which the job was submitted. If flocking

is configured, then a submit host may ask a central manager host in a different pool if

that pool can accept the job for execution. This requires the submit host to be able to
communicate with Condor® daemons running on the central manager of another pool. If
the job is accepted, the execute host(s) in the second pool need to be able to communicate
directly back to the submit host using the Condor® ephemeral port range. Since the identity
of these execute hosts may not be known to the administrator of the first pool, and may
change as new hosts are added to or removed from the pool, it will be hard to configure

any firewall or router for these communications without creating a considerable risk

that unintended traffic would also be permitted. Flocking is therefore likely only to be
practical either where the two pools are within a single unrestricted network or where the
membership of each pool is well defined and relatively static. Flocking might also be used
where the pool on which the jobs are executed is configured as a dedicated server farm with
a contiguous range of published IP addresses and can be accessed from a limited number of
submit hosts on each client network.

Protocol Specifications and Configuration

The Condor® manual [CondorMan] contains information about configuring the many
options in the package. Some information about ports and firewall traversal is contained
in sections 3.10.8 ‘Port Usage in Special Environments’ and 3.7.6 ‘Condor w/ Firewalls,
Private Networks and NATs’.

Configuring Networks for Condor®
Flows Within the Pool

As described above, a Condor® pool involves a mesh of bi-directional network flows
between submit, execute and checkpoint hosts, as well as bi-directional flows between each
individual host and the central manager. Condor® pools are therefore simplest to set up if
there are no network level restrictions (firewalls or router Access Control Lists) between the
hosts making up the pool.

However if such controls are unavoidable, it is possible to restrict Condor® to use a limited
range of ports. The main central manager daemon, condor collector, runs by default on

the fixed port number 9618. Depending on the version of Condor®, the condor negotiator
daemon may be on the fixed port number 9614 or an ephemeral port. Both of these ports
can be configured to any unused value in the range 1024 to 65535. The condor ckpt server
daemon, which runs on checkpoint hosts, uses four fixed port numbers, 5651-5654, which
cannot be changed. (Note that these ports are not registered with IANA and so may also

be used by other applications.) Communication to these services normally use UDP for
efficiency, for advertisements and updates, but within a single pool can be set to always use
TCP where UDP is not sufficiently reliable.

Other Condor® dacmons on the central manager, submit, execute and checkpoint hosts use
ephemeral ports allocated by the operating system at the time the services start. By default,
these may be anywhere in the range 1024 to 65535, but a smaller range can be specified
using the HIGHPORT and LOWPORT configuration macros. The number of ports required
depends on the components of the Condor® system running on the host, and a number of
other factors, as discussed in section 3.10.8.2 of [CondorMan]. Submit hosts require five
ports plus another five for each job they control; execute hosts require five plus another five
for each concurrent job they execute; the central manager can be configured to require only
five ports but, by default, requires twenty-one. A pool where each submit host controls one
job at a time, and each execute host runs a single job, could therefore work with as few as
ten ephemeral ports, but this would require manual changes to the standard configuration of
the central manager.
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Some operating systems impose a delay before an ephemeral port can be re-used, which
means that either the range of ephemeral ports needs to be increased or the Condor® daemons
will occasionally be unable to communicate with other hosts. If Condor® traffic is being
passed through a firewall the port range should be set as small as possible, but the correct
setting for each pool will depend on local circumstances. Published descriptions of Condor®
pools describe ranges of 11 [Thain] and 1001 [NotreDame] ports. Finding the correct range
for any individual installation may require experimentation: if the port range is set too small,
the error message ‘Failed to bind to any port wihtin xxx - yyy’ may appear in the log files.
The port ranges are set by editing the configuration files. This can be done individually on
each machine, or centrally, by making a single configuration file available to the whole pool
on a shared filesystem from the central manager, as described in [CondorMan]. If port ranges
are restricted in this way, routers or firewalls within the Condor® pool need only permit TCP
and UDP traffic to these port numbers, plus the well known condor collector port on the
pool manager, and the checkpoint ports on any checkpoint servers.

These Condor® flows only need to pass between hosts in the pool, so routers or firewalls
on or beyond the perimeter of the pool can, and perhaps should, restrict access to these
port numbers. Doing so will help to protect the pool from misuse, but will require anyone
checking the status of the pool, or a running job, to first log on to the pool by other means.
Flocking will also not be possible. The use of the UDP protocol makes Condor® more
vulnerable to datagrams with forged IP addresses, so routers around a Condor® pool should
also be configured to do ingress filtering for misused local source addresses.

Another option for setting up Condor® pools on a network with internal controls is to use
private addresses from the ranges allocated by RFC1918. Each host in the pool is allocated
an RFC1918 address in addition to its public address, and is configured to only use this
private address for communication within the Condor pool. RFC1918 requires that traffic
using such addresses must not pass the point where an organisation’s network connects

to the public network or that of any other organisation, but allows their free use within an
organisation’s own network. Internal firewalls and routers within the network can therefore
allow traffic between private addresses to flow freely, while controlling traffic to public
addresses. Routers and firewalls at the perimeter must block all traffic using the private
addresses. Condor® traffic therefore sees an unrestricted network within the organisation
and an impassable perimeter, exactly what the Condor® system favours, while traffic with
public addresses can be controlled as the local security policy demands. A malicious host
within the perimeter of the organisation can, however, gain access to the pool simply by
assigning itself its own RFC1918 address.

Flows into and out of the Pool

As discussed above, a number of network flows need to pass between the Condor® pool and
other systems. Details of these will depend on local configurations, but some of the options
are summarised in the following sections.

File Access

If a networked file system is used across the Condor® pool, all computers in the pool will
need to be able to communicate with the fileserver(s). If NFS is used, the fileserver needs
to be visible on UDP (and in some cases TCP) ports 111 (portmapper) and 2049 (NFS) as
well as a number of ephemeral ports used by mountd and other associated RPC (Remote
Procedure Call) services. For AFS, at least UDP ports 7000-7007 inclusive are required.

E-mail

The Condor® submit host sends e-mail messages to inform the user when certain events
occur in the processing of their jobs. Depending on the parameters of the job, this may be
when the job completes, suffers an error or creates a checkpoint. Condor® execute hosts

use e-mail to inform the Condor® administrator of problems with their daemons while the
central manager also sends e-mail to alert the administrator to problems with the pool. In
each case e-mail is sent using a system command. Unless these e-mails are delivered within
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the computers that generate them, machines in the Condor® pool need to be able to send
SMTP messages to a mailserver for delivery.

Authentication

Depending on their configuration, the submit and execute host(s) in a Condor® pool may
need to authenticate the identity of users before accepting jobs from them. For a few
authentication methods, this can take place within the Condor® pool without reference to
external systems, but in most cases, some or all of the hosts in the Condor® pool will need
to be able to access an external user authentication system. Condor® supports a wide range
of authentication systems on different platforms, so the protocols required between the
Condor® hosts and the authentication systems will vary. Whatever authentication systems
are chosen, the network controls around and within the pool need to be configured to allow
them to work.

Client Access

To submit a job to a Condor® pool, the user must enter a command at the command line
when logged in on a submit host. If submit hosts are workstations that users can access
directly then this creates no additional network requirement, but in other pools the user
will access the submit host remotely. This is normally achieved using SSH as an encrypted
replacement for telnet. In these cases the network needs to allow SSH connections on TCP
port 22 between the user’s workstation and the submit host.

Flocking

As discussed above, if flocking is enabled then submit hosts need to be able to exchange
the full range of Condor® protocols with the central manager and execute hosts in the pool
to which jobs flock. This requires traffic to the configurable condor collector and condor
negotiator ports on the pool’s central manager. Connections from the execute hosts to the
submit host will have destination ports within the ephemeral port range defined for the
submit host’s pool, whereas connections from the submit host to the execute host will have
destination ports within the range defined for the execute hosts’ pool.

Other Issues

System Security

Condor® clusters are often hosted on machines that do not otherwise provide networked
services. For example, workstation clusters are often configured with no externally

visible services and protected by firewall or router configurations that prevent all inbound
connections. With these precautions, patching to correct remotely accessible vulnerabilities
may have a lower priority. However, installing Condor® on such machines creates the
possibility that they will be attacked across the network, so their security management
regime may well need to be altered. A number of sites have addressed the issue of patching
by including Condor® in a standard software image that can be maintained centrally and
rolled out automatically to all workstations. This avoids the need for frequent manual
software updates to individual workstations. Although network traffic within the cluster
needs to be relatively unrestricted, it is desirable to establish a security perimeter around the
cluster with incoming connections restricted to specified submit hosts, which can have more
active security management regimes.

By default the Condor® services need to be installed with super user privileges, which
means that any security bug in the software is liable to give an attacker complete control of
the attacked computer. Work is in progress to allow most of the Condor® system to run as an
unprivileged user on Linux®UNIX® systems, which will reduce this vulnerability when the
amended version of the software is available.
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Globus Extensions

If either of the Globus extensions to Condor® is used then the submit hosts concerned will
also need to use the Globus protocols described in the previous section. A submit host
running the Condor-G software acts as a Globus client, so will need to communicate with
the Globus Gatekeeper for resources accessible through it. A submit host running the Globus
interface acts as a Globus Gatekeeper and will need to communicate with the Globus clients
that submit jobs to the Condor® pool.

6.2.7 Condor® References

[Condor] Condor® Project Homepage
http://www.cs.wisc.edu/condor/
[visited 23/03/2005]

[CondorMan] Condor® Team, Condor® Version 6.6.5 Manual

http://www.cs.wisc.edu/condor/manual/v6.6
[visited 23/03/2005]

[NotreDame] About the CCL Condor® Pool

http://www.cse.nd.edu/~ccl/operations/condor/
[visited 23/03/2005]

[Thain] Farming with Condor®

http://www.bo.infn.it/calcolo/condor/farming/siframes.html
[visited 23/03/2005]

GD/JANET/TECH/010 41



Deploying Grids

12

GD/JANET/TECH/010



Deploying Grids

Glossary

ACL
AFS
CERT®-CC
CIDR
CSIRT
DHCP
FTP
GASS
GIIS
GRAM
GRIS
GSI
GSTF
IDS
LAN
MDS
MHE
NAT
NFS
NTLM
PBS
PERT
RFC
RPC
SSH
SSL
TCP
UDP
VLAN
VO
VPN
WAN

Access Control List.

Andrew File System.

Computer Emergency Response Team — Co-ordination Center.

Classless Internet Domain Routing.
Computer Security Incident Response Team.
Dynamic Host Configuration Protocol.

File Transfer Protocol.

Global Access to Secondary Storage.

Grid Information Index Server.

Grid Resource Allocation and Management.
Grid Resource Information Service.

Grid Security Infrastructure.

Grid Security Task Force.

Intrusion Detection System.

Local Area Network.

Metacomputing Directory Service.

Master Hosting Environment.

Network Address Translation.

Network File System.

Windows NT® LAN Manager.

Portable Batch System.

Performance Enhancement and Response Team.

Request For Comment.
Remote Procedure Call.
Secure Shell.

Secure Sockets Layer.
Transmission Control Protocol.
User Datagram Protocol.
Virtual Local Area Network.
Virtual Organisation.

Virtual Private Network.

Wide Area Network.
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